REDUCING THE RISK OF VWAP ORDERS EXECUTION — A NEW APPROACH TO MODELLING INTRA-DAY VOLUME

This paper proposes a new dynamic approach to modelling intra-day trading volume based on factor models. It assumes that intra-day volume can be decomposed into two parts each predicted using separate time-series models. By enabling more accurate prediction of intra-day volume, this methodology allows for a significant reduction in the cost of executing Volume Weighted Average Price orders.¹

In an era of increasing competition in financial services, financial institutions are spending more resources on broadening the array and reducing the price of products offered to clients. This also applies to broking houses, which have a vital interest in reducing costs associated with the execution of their clients’ orders.

This paper presents a technique that aims to reduce the execution risk of VWAP (Volume Weighted Average Price) orders, which are orders to buy or sell a certain amount of a stock during the specified period at the VWAP. VWAP is calculated by dividing the value of trades by the volume over a specified period.

To illustrate the issue, very simply, suppose that trading takes place at only three times (t₁, t₂, and t₃) during the day, with 20 per cent of the trading volume expected to occur at t₁, 50 per cent at t₂, and 30 per cent at t₃. An investor wishing to purchase 100,000 shares using a VWAP order would place orders for 20,000 to be bought at t₁, 50,000 at t₂, and 30,000 at t₃. If the market trading volume matched expectations, the average purchase price for the investor would match the VWAP of trades undertaken on the market during the day. However, the pattern of trading during the day may differ from that expected, because the volume profile is not stable, thus leading to deviations in the average purchase price from the VWAP benchmark (Gefen and Jones 2011). As McCulloch and Kazakov (2010) note, ‘a riskless VWAP trading strategy is not possible without knowledge of final market volume’. We propose a dynamic titled VWAP strategy that alleviates these problems by adding some short-term, stock-specific, trading dynamics to the historical, market-wide, daily trading pattern.

Algorithm trading is estimated to be responsible for 73 per cent of institutional equity trading in the United States, and VWAP execution orders are a significant part of it (see, for example, Mackenzie 2009, Chistalla 2011, and Nybo 2011). There are at least two reasons why this type of order has become so popular. First, by selecting this type of order, large investors hope to reduce the market impact of their trades (i.e. the change in a stock’s price due to the execution of the trade) which is one of the factors affecting the total cost of the trade. (Institutional investors can expect a negative price reaction to a large sell order and a positive price reaction to a large buy order, with such market impacts reducing the profit of the trade.) Second, VWAP orders allow foreign investors to reduce the risk of placing orders before the opening of the market that are to be executed at the opening price or via some limit order. The VWAP order generates an average trade price which is close (if the VWAP algorithm works well) to the average price at which all transactions in the market are completed that day, thereby avoiding possible execution of the order at an extreme price. While VWAP orders seem to be a

Keywords: intra-day trading volume, VWAP orders, execution risk, trading costs in securities markets.
remedy for a number of investors’ problems, a word of caution is required. Recent studies by Gefen and Jones (2011) and Quantitative Service Group LLC (2009) have shown that the application of so-called naive algorithms for VWAP execution can lead to an increase in execution risk.

Modelling intra-day trading volume

One of the distinctive attributes of intra-day trading volume is its higher level at the beginning and the end of a trading day. This feature is known as the U-shape of intra-day volume. The U-shape for the US market was reported by Admati and Pfleiderer (1988), Jain and Joh (1988), Foster and Viswanathan, (1990), Chan et al. (1995) and others. For French and Japanese markets, U-shaped volume was confirmed by the studies of Gouriéroux et al. (1999) and Konishi (2002), respectively. For the Australian market, Aitken et al. (1994) reported that the U-shape is observed for the number of transactions during a trading day. Kalev et al. (2004) reported the U-shape for traded volume for the companies with the highest frequency of trading.

Several explanations of this phenomenon can be found. The most important are: the accumulation of information during non-trading hours; the concentration of trades; the opening of other key stock markets; and the low activity of traders during lunchtime.

The modelling of intra-day volume is of vital interest to a trader who is responsible for executing clients’ VWAP orders. If a trader’s aim is only to sell or buy a stock at VWAP, the only knowledge which he or she needs is the U-shape of the volume for a particular day. By analysing an area below the U-curve, a trader is able to determine what percentage of the order needs to be executed in each part of the day. It is worth highlighting, that what he or she really needs is the intra-day shape, not the level, of the volume.

The standard method of predicting the U-shape of the volume for a given stock has been to use an average of trading patterns over a certain number of preceding days (at either a market-wide or individual stock level). Each day is divided into a constant number of time intervals (buckets) and the average volume is calculated separately for each bucket. The details of this approach are described by Madhavan (2002) and Manchaladore et al. (2010).

This model is known as the classical or static approach. If volume U-shape remains unchanged over time, it would be unquestionably a very good model. Unfortunately, the daily dynamics of the volume are more complex. Consequently, more advanced models for the U-shape of intra-day volume need to be introduced. Moreover, the static approach means that the volume structure is only updated gradually as the historical average changes, rather than being updated dynamically in response to recent information.

In this paper, we propose a new dynamic approach based on factor models (see also Bialkowski et al. 2008). It assumes that intra-day volume can be decomposed into two parts each predicted using separate time-series models. The first describes intra-day trading volume patterns for the whole exchange, and changes in that pattern over time resulting in changes in the first component of the intra-day volume for individual stocks. For obvious reasons, we will call it the market component. The second component depicts the intra-day dynamics of the volume, which is distinctive for each examined stock. For example, if the company announces a significant earnings increase or decrease, the second component of the volume decomposition is expected to grow.

The turnover ratio was selected as the measure of volume. It is defined as:

\[ x_i = \frac{V_i}{N_i} \]

where \( x_i \) denotes the turnover series for stock \( i \) at the intra-day time \( t \), \( V_i \) is the number of shares traded at time \( t \), \( N_i \) is the number of shares on issue at time \( t \). The total number of stocks under scrutiny is \( K \). In case of decomposition of turnover into the market and its specific

The VWAP order generates an average trade price which is close (if the VWAP algorithm works well) to the average price at which all transactions in the market are completed that day, thereby avoiding possible execution of the order at an extreme price.
parts, the parameter $K$ should be equal to the number of stocks in a main index.

In order to complete the factor decomposition, we apply Principal Component Analysis (PCA). For each stock included in the index (40 in the specific case studied here, see below) we prepare a time series dataset consisting of 20-minute intervals (bucket) for each trading day for the past three months. Since each day is thus divided into 25 buckets and with approximately 21 trading days per month, each time series has approximately 1575 observations. For each day, we apply PCA analysis to the 40 times series of intra-day trading volume over the past three months. It allows for the following decomposition of volume:

$$x_{i,t} = c_{i,t} + y_{i,t}$$  

(1)

where the common or market component of turnover denoted as $c_{i,t}$ is the derived first principal component and the specific part of turnover $y_{i,t}$ is the remainder.

One of the methods of evaluating the validity of the PCA decomposition is analysis of variance explained by each of the components. According to our results for the French stock market, the market component of such decomposition is able to explain, on average, 40 per cent of the observed variance in intra-day volume. Therefore, it is suitable to describe the volume changes caused by the movements of the whole market.

As was mentioned earlier, the decomposition is the first part of the analysis. The next step is to construct separate models for the market component and the specific component of the turnover.

The market component is expected to capture overall (market-wide) intra-day turnover fluctuation, i.e. the daily U-shape, and we refer to this as the seasonal component. To predict this component we propose a model which is often used by traders to predict the total volume. It is based on the idea that the U-shape for the next day’s volume can be predicted by the historical arithmetical average over the past $L$-trading days. Undoubtedly, the advantage of this static approach is its simplicity. However, the serious drawback of this approach is that it ignores the intra-day, stock-specific, dynamics of turnover. Note that, if we apply this method to the market component obtained from the principal component decomposition, we do not face this problem.

Hence, $\bar{c}_{i,t,j}$ represents the market historical average of intra-day volume for time bucket $i$ over the past $L$-trading days until day $j$ in the examined sample. It is given by:

$$\bar{c}_{i,t,j} = \frac{1}{L} \sum_{l=1}^{L} c_{i,t,l}$$  

(2)

where $c_{i,t,j}$ is the market component of turnover for stock $i$ at the intra-day time $t$ on the $j$-th day of the examined sample.

The specific component (i.e. the volume not explained by the first (market) principal component for each stock) is modelled by using either an ARMA model or a self-exciting threshold autoregressive (SETAR) model. The ARMA (1, 1) with white noise is defined as:

$$y_{i,t} = \phi_1 y_{i,t-1} + \epsilon_{i,t}$$  

(3)

The alternative model is SETAR defined as:

$$y_{i,t} = \begin{cases} \phi_{11} y_{i,t-1} + \phi_{12} + \epsilon_{i,t} & y_{i,t-1} \leq \tau, \\ \phi_{21} y_{i,t-1} + \phi_{22} + \epsilon_{i,t} & y_{i,t-1} > \tau. \end{cases}$$  

(4)

The application of the SETAR model gives further insight into the dynamics of the specific components of turnover. The construction of the model is based on the idea that the dynamics of the specific component of turnover are different when the specific component of turnover has a value higher than the estimated threshold. Parameters of the SETAR model are estimated by using the sequential conditional least squares method. A detailed description of the estimation technique can be found in Frances and van Dijk (2000). This particular choice of model for the specific part of volume is based on analysis of autocorrelation and partial autocorrelation functions. In the selection process we seek a model that is as simple as possible with goodness of fit superior to the static approach.

Implementation of the model to trading

Each day, traders responsible for the execution of VWAP orders have to decide between two alternatives. The first one is to predetermine the trading strategy at the beginning of a session and then follow it until the end of the validity of the order. The second assumes updating the execution strategy during the day. Our results show that the second option, with the application of the SETAR or ARMA model, leads to a reduction in execution risk.
the validity of the order. The second assumes updating the execution strategy during the day. Our results show that the second option, with the application of the SETAR or ARMA model, leads to a reduction in execution risk. This section briefly describes the ‘updating the execution’ strategy by incorporating new information available from the market. Figure 1 presents the scheme of the algorithm.

First, we predict the turnover for the entire day by using the SETAR or ARMA model applied to its specific part and the static approach applied to the market component. We obtain 25 (number of 20-minute intervals during one trading day) predictions of trading volumes $\{\hat{x}_{1},...\hat{x}_{25}\}$. The proportion of the order to execute at the beginning of the day (the first time interval) is equal to: $\sum_{i=1}^{25} \hat{x}_{i}$.

At the end of the first period, we observe $x_1$ and use it to predict new $\{\hat{x}_{2},...\hat{x}_{25}\}$. The proportion of the remaining volume to execute in the second period is then equal to $\sum_{i=1}^{25} \hat{x}_{i}$.

The procedure is continued until the end of the day. As a consequence, at the very beginning of the day, the trader using the above strategy will trade without information about that day. Then, with time passing, he or she will improve predictions and be able to beat a trader who predicted the whole U-shaped volume at the beginning of the trading day. Further details of the approach are available in Bialkowski et al. (2008).

Data
To illustrate the approach, we use a dataset from the European stock market. Our examination focuses on all stocks included in the CAC40 index at the beginning of September 2004. The analysis is based on a sample ranging from September 2003 to the end of August 2004. The tick-by-tick volume and prices were obtained from the EURONEXT database. The data is aggregated to 20-minute intervals. The 20-minute volume is defined as the sum of the traded volumes while a 20-minute price is identified by taking an arithmetic average over 20-minute periods. We have restricted the examination to continuous trading between 9.20 am and 5.20 pm. Finally, as a proxy of volume, we chose the turnover defined as the traded volume divided by the outstanding number of shares for a particular stock. Our selection is consistent with a few previous studies on volume (see, for example, Lo and Wang 2000). For the sake of brevity, we have presented the results for six out of 40 companies. The other results are available on request.

Results
First, we examine how well our statistical models fit the data, and then consider how well VWAP trading strategies based upon them perform, using the size of deviations of achieved average prices from actual VWAP as a performance measure.

Figure 2 presents plots of autocorrelation and partial autocorrelation functions (ACF and PACF) of the turnover of France Telecom stock. It presents the results for three trading days, equivalent to 75 buckets (1 bucket is 20 min). The left graphs show typical characteristics of the intra-day turnover, namely cyclical fluctuations. From the middle graphs, one recognises the ability of the common component to capture cyclical variations. The final graphs illustrate ACF and PACF for the specific part of turnover. The fast decay of the autocorrelation suggests that the ARMA-type model is suitable for depicting this time series.

For next day’s prediction of the cyclical fluctuations of the daily U-shape, the historical average of the first component of PCA decomposition is used. The dynamic part of the daily U-shape, defined as a specific component after PCA decomposition, is modelled by a SETAR or ARMA model. The application of those models is feasible only because the specific component of intra-day volume is a stationary time series.

All companies from the CAC 40 index were analysed in order to determine whether the approach presented above can reduce the risk of execution of VWAP orders. Given the space constraints, we report the results for six companies characterised by high capitalisation.
Table 1 reports the basic statistics of turnovers. The highest average 20-minute turnover is observed for Alcatel. It is equal to 0.04 per cent and the lowest turnover is observed for LVMH. The turnover in the 20-minute time bucket with the highest turnover (indicated by the Q95 quantile) was 2.5 times the average turnover of all of the time buckets.

In Table 2, we report the average cost (for deviations of price achieved from the actual VWAP) of executing VWAP orders for the period between 3 September and 2 December 2003. The reported results are based on the pre-determined strategy. Three models for intra-day volume are examined. Two are the models developed above, one using the ARMA approach (Pc-ARMA) for the specific component and the other using the SETAR approach (Pc-SETAR). The third is based on a static approach to predicting the daily dynamics of volume which assumes that the volume during a particular time interval can be approximated by taking the historical average. Table 2 was prepared in the following way: for each day of the three-month period examined, actual VWAP is compared with that predicted by each of the models. The mean absolute percentage error (MAPE) is used as an error measure.

The reported results confirm the effectiveness of the proposed factor decomposition models. The application of a PC-ARMA model allows for the reduction of the average cost of VWAP orders by more than 4 basis points (bps) in comparison with the static approach. In turn, selection of PC-SETAR provides the opportunity for a further 1 bp decrease in comparison with PC-ARMA. The superiority of PC models is also confirmed by the results of the 95 per cent quantile comparison. The 95 per cent quantiles indicate the average MAPE for the 5 per cent of days in which the strategy performed worst. On average, the 95 per cent quantile is two times lower for PC models than for the static approach. The best results are obtained for LAFARGE with reductions of 44 bps and 49 bps for PC-ARMA and PC-SETAR, respectively. In order to give the reader a better understanding, we randomly selected two succeeding days from our sample to prepare Figure 3. This allows us to evaluate the goodness of fit for those two successive days in November 2003. The left graphs show the daily U-shape of intra-day turnover and its prediction for France Telecom stock. In turn, the middle graphs present a prediction of the seasonal part of the daily U-shape, as an historical average of the common component. It is the same shape across all examined stocks. The right graphs in Figure 3 illustrate the dynamic part of daily U-shapes for both stocks. It is clear that differences in the U-shape are due to specific components. It is worth highlighting also that there is no coincidence in the strong similarity between average common components for the two successive days in November 2003. To sum up, through the application of the proposed models, a trader is able to reduce the cost of VWAP orders and, moreover, his or her chance of large costs measured by the 95 per cent quantile is lower. Therefore, VWAP trade orders can be offered at a lower commission fee to clients.
TABLE 1: Summary statistics for the intra-day aggregated turnover over 20-minute intervals, for the period between 2 September 2003 and 31 August 2004

<table>
<thead>
<tr>
<th>Name of company</th>
<th>Mean</th>
<th>STD</th>
<th>Q5</th>
<th>Q95</th>
</tr>
</thead>
<tbody>
<tr>
<td>ALCATEL</td>
<td>0.0381</td>
<td>0.0383</td>
<td>0.0062</td>
<td>0.1064</td>
</tr>
<tr>
<td>FRANCE TELECOM</td>
<td>0.0123</td>
<td>0.0115</td>
<td>0.0025</td>
<td>0.0312</td>
</tr>
<tr>
<td>LAFARGE</td>
<td>0.0188</td>
<td>0.0307</td>
<td>0.0035</td>
<td>0.0477</td>
</tr>
<tr>
<td>LVMH</td>
<td>0.0105</td>
<td>0.0185</td>
<td>0.0018</td>
<td>0.0276</td>
</tr>
<tr>
<td>SUEZ</td>
<td>0.0162</td>
<td>0.0182</td>
<td>0.0032</td>
<td>0.0418</td>
</tr>
<tr>
<td>TOTAL</td>
<td>0.0150</td>
<td>0.0277</td>
<td>0.0031</td>
<td>0.0373</td>
</tr>
</tbody>
</table>

Overall 0.0185 0.0241 0.0034 0.0487

Note: The table reports basic statistics for the turnover ratio selected as measure of volume. The ratio is defined as: number of shares traded at each 20-minute bucket divided by the number of shares on issue on a given trading day. STD, Q5, and Q95 are standard deviation, 5% quantile and 95% quantile, respectively.

TABLE 2: Summary statistics for cost of execution VWAP orders for the period between 3 September and 2 December 2003

<table>
<thead>
<tr>
<th>Name of company</th>
<th>Static approach</th>
<th>PC-ARMA</th>
<th>PC-SETAR</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Mean</td>
<td>STD</td>
<td>Mean</td>
</tr>
<tr>
<td>LAFARGE</td>
<td>13.97</td>
<td>17.24</td>
<td>8.315</td>
</tr>
<tr>
<td>LVMH</td>
<td>9.60</td>
<td>10.63</td>
<td>7.840</td>
</tr>
<tr>
<td>SUEZ</td>
<td>12.34</td>
<td>11.02</td>
<td>8.831</td>
</tr>
</tbody>
</table>

FIGURE 3: Application of PC-SETAR model to prediction of daily U-shape for two successive days in November 2003

Note: The observed volumes on 18 and 19 November are denoted by the solid line. The dashed line denotes the forecast of the U-shape. The upper panel refers to 18 November and the lower panel to 19 November 2003. The left graphs show daily U-shape of intra-day turnover (solid line) and its prediction (dashed line) for France Telecom. The middle graphs present predictions of the cyclical part of daily U-shape, and, as the historical average of the common component, it is very similar for the two successive days. The right graphs illustrate the dynamic part of the daily U-shape for the two days.

Through the application of the proposed models, a trader is able to reduce the cost of VWAP orders and, moreover, his or her chance of large costs measured by the 95 per cent quantile is lower. Therefore, VWAP trade orders can be offered at a lower commission fee to clients.
Conclusion

In this paper, we have presented a methodology for modelling intra-day volume. It is based on decomposing a single stock's trading volume into a market and a specific component. The first part, describing market volume behaviour, is modelled by an historical average. The specific part, volume, is described using well-known econometrics models such as ARMA and SETAR. The application of the discussed methodology can enable more accurate prediction of intra-day volume. As a consequence, based on the empirical estimates, a trader making use of the proposed model would be able to reduce significantly the cost of executing VWAP orders.

Notes

1. Acknowledgements: The authors are most grateful to the Managing Editor Kevin Davis for very helpful comments and suggestions that significantly improved this paper. Serge Darolles and Gaëlle Le Fol gratefully acknowledge financial support of the chair QUANTVALLEY/Risk Foundation: Quantitative Management Initiative (QMI). Jedrzej Bialkowski is grateful to BNZ bank for funding support, but none of the views expressed in this paper should be attributed to them.

2. The first step of the procedure is calculating \( K \times K \) the dimension variance-covariance matrix. The spectral decomposition of this matrix leads to \( K \) orthogonal vectors, \( C_i^j = u_k \), with T-dimension each. \( u_k \) is kth eigenvector. Each eigenvector is associated with a positive eigenvalue \( \lambda_k \) such that: \( \text{Cov}(C_i^j, C_i^l) = \lambda_k \delta_{jl} \), where \( \delta_{jl} \) is Kronecker symbol. After simplification, we obtain the decomposition in the form given by the formula:

\[
x_{it} = \frac{1}{\lambda_k} \text{Cov}(x_{it}, C_1^i) C_1^i + \sum \frac{1}{\lambda_k} \text{Cov}(x_{it}, C_j^i) C_j^i
\]

Thus, the turnover for stock \( i \) at time \( t \) is given by:

\[
x_{it} = c_{1it} + y_{1it}
\]

\[
c_{1it} = \frac{1}{\lambda_k} \text{Cov}(x_{it}, C_1^i) C_1^i,
\]

first principal component,

\[
y_{1it} = \sum \frac{1}{\lambda_k} \text{Cov}(x_{it}, C_j^i) C_j^i,
\]

other principal components.

3. Note that we use all the intra-day observations from 9.00 am to 9.20 am to get the 9.20 observation and so on for each time bucket until the 5.20 pm observation.

4. These models are called PC-ARMA and PC-SETAR hereafter.

References:


